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Introduction

A large number of dynamic control and resource
allocation problems arise in almost all types of
communication networks.
Among others, some examples of the most
commonly found ones are:







Connection Admission Control (CAC)
Bandwidth Allocation
Congestion Control
Routing
Scheduling
Power control in wireless networks
5
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Introduction

(cont’d)

Such problems are encountered in different
networking environments, cabled and wireless;
basically
TDM-based structures (circuit-switched telephone
networks; mobile radio networks, even in conjunction
with CDMA; satellite networks)
ATM networks
IP networks with DiffServ/IntServ paradigms, MPLS
Optical networks (with MPλS, GMPLS)
Wireless networks



The various structures may appear together (in
particular, IP-over-X)
6
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Introduction

(cont’d)

Control problems appear at various architectural layers
 Physical and Data Link: dynamic power control and fade
countermeasures, bandwidth allocation among users and services,
multiple access, …
 Network: dynamic bandwidth allocation, routing, Call Admission
Control, packet scheduling, …
 Transport: elastic bandwidth allocation, congestion control, …
 Application: congestion control (e.g., TCP-friendly applications),
rate adaptation, pricing, …



Cross-layer approaches (i.e., exploiting information from
other layers for control purposes) are often advisable,
especially at lower layers in noisy environments.
7
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Purpose of the Course
To give an overview of some control
issues and techniques commonly used
in telecommunication networks
 To show instances of their application in
different networking environments
 To point out possible open problems
and research areas
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Goals of control





The ultimate goal is to provide some level of
Quality of Service (QoS) to the entities (data
units, connections, applications, end users)
that are being considered, depending on the
specific layer or the “granularity” (or on the
scope or “width”) they are looked upon.
According to ITU-T E800, QoS is interpreted
as
 The overall effect of performance-enabling
services that determine the degree of satisfaction
of a service user.
 From the viewpoint of the telecommunication
network, QoS translates into the capability of the
network to guarantee a specific service level.
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Quality of Service




Indeed, the term QoS has a number of
interpretations, which range from the quality
perceived by the service user to a set of performance
(in general, layer-specific) parameters that is
necessary to specify to obtain the desired level of
service.
E.g., one may distinguish

– Intrinsic QoS : directly provided by the network and described in
terms of objective indicators, like loss (of data units or connections)
and transfer delay.
– Perceived QoS - P-QoS: as subjectively measured by the Mean
Opinion Score (MOS).
– Assessed QoS : as referred to the user’s willingness to continue
using a service. Related to P-QoS, but also dependent from the
pricing mechanism, the support guaranteed by the provider and
other commercial and market aspects.
10
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Service Level Specification






QoS provisioning is often offered in terms of
objective indicators, by using a
Service Level Specification - SLS.
The SLS is a set of performance indexes and
of their required values that together define
the service offered to a given traffic.
The SLS is the technical part of an
agreement, negotiated between service user
and provider, relatively to the characteristics
of the service itself and to the associated set
of metrics (Service Level Agreement - SLA).
11
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Applications



Which applications need some form of QoS?
All applications requiring a specified level of
“guarantee” from the network
– Services for the transport of aggregate
information (bandwidth from providers, VPN)



–
–
–
–
–
–
–

In the access network
In the backbone network

Videoconferencing, videotelephony
VoIP, Internet Telephony
Tele-medicine
Tele-education
Remote Control
Emergency (Disaster Recovery) applications
…
12
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Requests for QoS

Market requests
 Widespread diffusion of the Internet
Protocol Suite as a “universal” platform
 Need of mechanisms to provide quality
end-to-end QoS on IP networks and
across multiple domains.
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ITU-T QoS Classes (for IP)
ITU-T Y-1541
QoS
Class

Characteristics

0

Real-time, delay jitter sensitive, highly interactive

1

Real-time, delay jitter sensitive, interactive

2

Data transactions, highly interactive

3

Data transactions, interactive

4

Low loss (short transactions, streaming data flow)

5

Traditional applications of best-effort IP networks

14
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QoS metrics (IP)
IPLR - IP Packet Loss Rate
 IPTD - IP Packet Transfer Delay
 IPDV - IP Packet Delay Variation
 IPER – IP Packet Error Rate
 Skew (average value of the delay
difference among packets belonging to
different, mutually synchronized, media)
…
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QoS metrics - Requirements
QoS Classes

Performance
Parameter

0

1

2

3

4

Class 5
Unspecified

IPTD

Upper limit on
average IPTD

100 ms

400 ms

100 ms

400 ms

1s

Unspecified

IPDV

Upper limit on
1-10-3 quantile of
IPTD less min
IPTD

50 ms

50 ms

Unspecified

Unspecified

Unspecified

Unspecified

IPLR

Upper limit on
packet loss rate

1 x 10-3

1 x 10-3

1 x 10-3

1 x 10-3

1 x 10-3

Unspecified

IPER

Upper limit

1 x 10-4
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QoS metrics - An example
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QoS control

Functionalities and Tools








Identification of traffic flows
Call Admission Control
Traffic Engineering
Scheduling (Service discipline)
Flow and congestion control
QoS Routing
Resource Allocation

18
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QoS control - Time scales

A wide range of time scales, with orders of magnitude from
few µs to minutes, hours and days. Accordingly, a set of
(related) resource allocation and control problems, spanning
• Network Control
• Network Management
• Network Planning

cnit
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QoS mapping






Services offered by lower layers should
provide QoS mapping functions for the
benefit of higher layers
Implementing end-to-end guarantees (if at all
possible!) would imply cooperation among
layers
However, care should be taken in cross-layer
approaches, in order not to disrupt
architectural principles that ensure
interoperabilty
20
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Transport technologies

Higher layers - IP

SONET/SDH
(ATM)

Ethernet
TDM

Other…

WDM

21
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QoS control - Technologies
“Throwing bandwidth at the problem”
ATM
IP (IPv4 and IPv6)
DiffServ / IntServ

MPLS

22

11

cnit

cnit

Technologies - ATM

octects

Traffic Flow Identification

octects

23
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Technologies - ATM
Originated as QoS-oriented technology
 Statistical multiplexing with resource
reservation to guarantee service level
 Defined traffic parameters and
descriptors for QoS
 Too complex in terms of control plane,
signaling required, adaptation layers.


24
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Technologies - IP IntServ
Defines flows
 Signaling (RSVP)
 Guaranteed Service (GS)


– Reliable upper limit on source-destination
packet delay



Controlled Load Service (CLS)

– Comparable to best-effort in lightly loaded
network



Hardly scalable

25
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Technologies - IP IntServ - RSVP

RSVP protocol

– Activates connection upon request by source host
– Does not require message for resource release
– Requires (periodic) refresh messages to inform nodes traversed by a
connection that the connection is still active (soft state)
– Connection is released only if refresh message times out



Advantages

– Bandwidth guarantees



Disadvantages

– Upon ternimation of IP flow, bandwidth not immediately released
– Part of bandwidth used by “keep alive” signaling

26
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Technologies - IP DiffServ

Use of DSCP (DiffServ Code Point) –
ToS – 8 bit (6 DSCP+2) in IP header
 Traffic aggregation
 Scalability
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Technologies - IP DiffServ

Three priority classes
– Expedited Forwarding (EF) characterized by configurable
minimum service rate, independently of other aggregates
within router; oriented to low delay and loss services
– Assured Forwarding (AF) specified for four independent
classes (AF1, AF2, AF3, AF4), though the number could
be higher. Within each class traffic is differentiated in 3
categories (drop precedence)
– Best Effort (BE) with no performance guarantee and QoS
level

28
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Technologies - IP DiffServ

Aggregate traffic handling

Aggregate
Aggregate

Control functions
Marking
Classification
Rate control - Policing

Modular architecture:
DiffServ domain (set of nodes)
DiffServ region (set of contiguous domains)
DiffServ network (set of regions)

cnit
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Technologies - IP DiffServ

An example of DSCP assignment

30

15

cnit

cnit

Technologies - IPv6
1
0 1 2 3 4

5 6

Version

Traffic Class

2

7 8 9 0 1 2

3 4 5

6 7 8 9 0

3
1

2 3 4 5 6

7 8 9

0 1

Flow Label

Payload Length

Next Header

Hop Limit

Source Address

Destination Address
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Technologies - IPv6
1

0

1

2

3

Version

4

5

6

7

8

9

0

2
1

2

3

4

5

6

7

8

Class
Payload Length

9

0

3
1

2

3

4

5

6

7

8

9

0

1

Flow Label
Next Header

Hop Limit

Source Address

Destination Address
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Technologies - MPLS

ATM

IP

MPLS

Simple
Universally widespread

QoS handling
Control functions

Label Switching - Traffic engineering capabilities
IP

5

IP

IP

10

C2

LSR
C1

IP

LER
LSR

LER

LSR

C3

33
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Technologies - MPLS
Label (20 bits)

Label MPLS

EXP S

TTL

IP

32-bits

– Label
– Experimental
– Stacking bit (indicates presence of more labels)
– Time to live


IP on guaranteed performance network
34
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Technologies - MPLS
IP

5

IP

IP

10

C2

LSR
C1

IP

LER

LER

LSR

LSR

C3

– LER (Label Edge Router) at ingress applies Label to packet and sends
over correct LSP (Label Switched Path).
– LSRs (Label Switched Router) switch packet, swapping labels
– Egress LER eliminates label and forwards packet with IP forwarding
procedure
35
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Technologies - Flow ID



ATM



IPv4

Version

IHL

Type of Service

Identification
Time To Live

Total Length
Flags

Protocol

Fragment Offset
Header checksum

Source Address
Destination Address
Options

Padding

TCP/UDP Port - Sourcee



IPv6

Version

TCP/UDP Port - Destination

Class
Payload Length

Flow Label
Next Header

Hop Limit

Source Address

Destination Address

36

18

cnit

cnit

QoS control functions

Traffic flow identification
CAC
Rate control, traffic shaping and filtering
Bandwidth allocation
Scheduling (service discipline)
Flow and congestion control
QoS Routing
37
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QoS architectures - End-to-end example
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Control of TDM, ATM and IP networks
Time Division Multiplexing (TDM) networks still form a broad
class of existing systems, for which control methods have
been developed and applied over the years. They still
constitute the basis of a large amount of “legacy” circuitswitched networks (i.e., the telephone network), of a large
number of satellite systems, of second generation cellular
systems (and also appear in 3rd generation ones, in
conjunction with CDMA).
There is also another motivation to study some of the
methods that are applicable in this context. Actually, many
concepts developed therein refer to the notion of a
“connection”, implying the allocation of a resource of some
kind (e.g., bandwidth) over a considerably “long” time scale
(with respect to, e.g., a time slot) and can be applied in
different settings, by somehow decoupling control problems
at widely different time scales.
40
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Control of TDM, ATM and IP networks






(cont’d)

In general, multiservice networks are encountered,
i.e., networks where multiple classes of services,
possibly characterized by different transmission
speeds or statistical characteristics of their sources,
or by specific performance requirements, are present.
However, some techniques may also make sense in a
single service environment (e.g., trunk reservation in
circuit-switched networks).
The stochastic knapsack model and product form loss
networks, which are a basis for the study of
multiservice loss systems (see, e.g., the book by
K.W. Ross), are useful tools in this context.
Many teletraffic engineering concepts developed here
carry over to MPLS.
41
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Control of TDM, ATM and IP networks




(cont’d)

As regards recalling some control techniques in the
Asynchronous Transfer Mode (ATM), there is a similar
motivation. There is today a large basis of deployed ATM
networks in the transport and access area, control techniques at
“connection level” extend from the circuit-switched world to the
ATM environment, and some concepts may be further extended
to multiservice IP networks, which are the main focus of current
research activity.
Moreover, CAC and bandwidth allocation for guaranteed
performance (GP) flows (or a mix of them and best-effort
traffic) still are at the basis of current problem areas in the
wireless environment.

42
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Control of TDM, ATM and IP Networks

(cont’d)

Examples

43
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Control of TDM, ATM and IP Networks

(cont’d)

Examples
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Control of TDM and ATM Networks

(cont’d)

Examples

(See, e.g., DVB-S and DVB-RCS Data Link Layer QoS classes)
45
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Examples



(cont’d)

Similar structures in the access area also apply (with
obvious modifications and interesting cross-layer
interactions arising)
 in wideband fixed wireless access (IEEE 802.16 and ETSI TR
102 003 standards, among others)
 in bandwidth allocation and admission control in the
interaction between base station and mobile terminals in
cellular radio networks (GSM, GPRS, UMTS)
 in multiservice WLANs (based on IEEE 802.11, Bluetooth, …)

46

23

cnit

cnit

Control of TDM and ATM Networks

(cont’d)

Examples - Heterogeneity

47
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Control of TDM and ATM Networks

(cont’d)

Examples

Data-link / Physical Layer Integration of Guaranteed Performance (bandwidth) and best-effort traffic
48
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Control of TDM and ATM Networks

(cont’d)

Examples

Hierarchical Admission Control and Bandwidth Allocation
49
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Call-level Models, CAC and Routing










The stochastic knapsack model
Blocking probability
Call Admission Control
Admission policies
Optimal Complete Partitioning
Knapsack models for ATM and IP
Service Separation
Routing
Product Form Loss Networks

50
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The Stochastic Knapsack Model


Consider a pure loss queueing system, i.e., one
where arriving objects are admitted (for the duration
of their holding time) if there is room and blocked
otherwise. A system of this kind where objects of
different size (
) arrive and depart
dynamically, according to some statistical
distribution, is called a stochastic knapsack.

51
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The Stochastic Knapsack Model




(cont’d)

The knapsack admits an arriving class-k object if
otherwise, the object is blocked and lost.
Let
be the number of class-k objects in the
knapsack at time t. Moreover, assume Poisson
arrivals and exponential holding times (the model can
be generalized). The stochastic process
,
where
, is an aperiodic and
irreducible Markov chain over the (finite) state space

N being the set of non-negative integers.
52
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The Stochastic Knapsack Model

(cont’d)



Let

be the stationary distribution, and
be the offered load of class k. Then



i.e., the equilibrium probabilities have a Product Form.
It is worth noting that the PF Solution holds for general
distribution of the holding times (insensitivity property).
53
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The Stochastic Knapsack Model

(cont’d)

Blocking probability and throughput



Let
be the set of nonblocking states for a class-k object.
Then the blocking probability of a class-k object is



The class-k throughput is





There are computational algorithms for an efficient
calculation of these quantities (see the book by K.W.
Ross).

54
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The Generalized Stochastic Knapsack


In the basic knapsack model, λk(n)=λk, µk(n)=nkµk. In the more
general case of state-dependent arrival and departure rates,
define

A necessary and sufficient condition for reversibility can be
given, which also characterizes the stationary distribution. The
latter has not necessarily a PFS.

55
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Call Admission Control (CAC)






Admission control can be exerted in the presence of
multiple services, in order to improve resource
utilization, enforce some degree of fairness, or
maximize revenue.
Optimal policies for the stochastic knapsack may be
obtained, once defined the appropriate cost or
revenue function, by applying numerical methods for
MDP’s.
However, the computational effort required by these
techniques may be large, and considering some
particular types of policies (Coordinate Convex,
Complete Sharing, Complete Partitioning, Threshold,
Trunk Reservation, …) may restrict the search space.
56
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CAC







(cont’d)

Admission policies

Consider a generalized stochastic knapsack, with state
dependent arrival and departure rates, of the type
(note that
for the pure loss system). Assume
, which ensures the existence
of one ergodic class.
A (pure) admission policy is a mapping
Let
be the set of recurrent states of the
controlled Markov chain.
(where

is the vector of all 0’s, but for a 1 in the k-th position)
57
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CAC



(cont’d)

Admission policies

In general, when the knapsack is operated under the
admission policy f, the equilibrium probabilities πf(n)
can be derived from the global balance equations

(
), whose
solution can become computationally expensive for
large C and K.

58
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CAC

(cont’d)

Admission policies

We consider the following policies

Complete sharing (CS):
(for which S(f)=S)

Trunk reservation:
which admits a class-k object iff at least tk resource
units would remain after admission.
59
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CAC

(cont’d)

Admission policies
n2
4

3

Trunk Reservation,
C=4, K=2, b1= b2=1,
t1=0, t2=2

2

1

0

1

2

3

4

n1

TR is not Coordinate Convex (CC). In CC policies, transitions always come
in pairs.
60
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CAC

(cont’d)

Admission policies

Coordinate convex (CC): f is coordinate convex if
∃ a coordinate convex set Ω⊆S s.t.
The set Ω is coordinate convex if
Note that all transitions in the diagram corresponding to a
coordinate convex policy come in pairs. Coordinate convex
policies are appealing, because they are characterized by a
Product Form stationary probability. Not all policies are
Coordinate Convex (e.g., Trunk Reservation is not). CS is
coordinate convex (with associated set S) and so are the
policies to be considered in the following.
61
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CAC

(cont’d)

Admission policies

The equilibrium probabilities of a coordinate convex
policy are given by

with

62
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CAC

(cont’d)

Admission policies

Complete Partitioning (CP): given K positive integers C1,…,
CK, s.t. C1+ … + CK≤ C, a class-k object is admitted when
the knapsack is in state n iff
so that the knapsack is decomposed into K smaller ones,
each dedicated to a single class. CP is coordinate convex,
with associated “rectangular” set
Since the classes are separated and do not interact, the
stationary distribution has a product form, with the marginal
distribution πk(n) given by that of a birth-death process with
rates
and µk(n), namely:
63
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CAC

(cont’d)

Admission policies

Partitioning: given a partition K1,…,KL of K={1,…,K}
(K1,…,K L are disjoint sets that cover all K), and L integers
C1,…,CL, s.t. C1+…+CL≤C

i.e., classes in Kj are assigned exclusively Cj resource units,
and compete for them in complete sharing. CP and CS are
special cases of partitioning.
64
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CAC

(cont’d)

Admission policies

Threshold: given a set of positive integers
C1,…,CK a threshold policy admits a class-k
object when in state n iff
(it is not required that the sum of the Cj’s be ≤
C). The associated coordinate convex set is

65
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CAC-Admission policies

(cont’d)

Revenue optimization



Consider a revenue function r(n), associated with state
n. The long-run average revenue associated with
policy f is given by
Just to give some examples, if the system is a pure loss one (i.e.,
µk(n)=nµk , ∀k) and a class-k object in the knapsack generates
revenue at rate rk, then
: if rk=bk, R(f) is the long-run average utilization; if
rk=µk, R(f) is the long-run average throughput.
For a memory-sharing system (one server dedicated to each class
and a common buffer), if rk is the revenue rate when the k-th
server is active, then

66
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CAC-Admission policies

(cont’d)

Revenue optimization







In the case of the pure loss system, the optimal policy may vary
from the case of complete sharing (for arrival rates approaching
zero) to complete partitioning (for arrival rates approaching
infinity, where the resulting deterministic knapsack problem may
be solved by using Dynamic Programming; in this case, if k* is
the class with highest per unit revenue (rk/bk), and C/bk* is an
integer, then k* completely hogs the system).
In general, the optimal policy is not coordinate convex (e.g., if
K=2, b1=b2=1 and r2>r1, a trunk reservation policy of the type
f2(n)=1, f1(n)=1(C-n1-n2-t*), for some integer t*, is indeed
optimal).
Several interesting results exist for the characterization of
optimal coordinate convex policies, especially in the cases of 2
and 3 classes.

67
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CAC-Admission policies

(cont’d)

Optimal Complete Partitioning



If the revenue function is separable

then the optimal complete partitioning policy can be found
by applying DP. In fact, for any given C1,…CK,

where πk(n) is the distribution of a birth-death process,
and the allocation problem is

68
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CAC-Admission policies

(cont’d)

Optimal Complete Partitioning



Let hk(D) be the maximum revenue accrued by classes 1
through k with D resource units available. Then we have
the following DP algorithm

and subsequent optimal allocation

69
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Knapsack Models for ATM and IP

Consider a cell (or packet) multiplexer, whose basic
elements are a finite buffer that stores cells (or
variable length packets) and a high-speed link with
slotted timing. Virtual Channels (VC) connection
requests (or flow requests in IP or MPLS), which we
assume to be generated by bursty sources (individual
or aggregate) of K different classes (services), with
peak-rates b1,…,bK, can be modeled, at the
connection level, exactly as circuit-switched calls.
Therefore, the stochastic knapsack can model
connection-level performance (of inelastic traffic).
However, we need to distinguish the interaction with
cell-level or packet-level performance, in order to,
essentially, decouple two phenomena happening at
widely different (a few orders of magnitude) time
scales.

70
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CAC

Knapsack Models for ATM and IP

Though ATM is becoming “less fashionable”, there
are a number of reasons to consider cell-multiplexing
problems and cell-level QoS:
 In some networking environments, IP packets need to be
fragmented at layer 2 into smaller, fixed-size data units. This
is the case of time-division (or time-code-division)
multiplexing in radio networks and DVB (Digital Video
Broadcasting)-IP standards in satellite networks.
 Concepts originally developed in the ATM world to decouple
call- and cell-level problems, like the equivalent bandwidth
one, also apply, with slight modifications, to variable length
IP packets.
 Since ATM (and DVB) are still widely applied in some
transport networks, the problem of QoS mapping between
the IP layer and such other techniques is a relevant one.
71
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CAC

(cont’d)

Knapsack Models for ATM and IP

At the cell level, the buffer needs to absorbe cellscale and burst-scale congestion. The former is
caused by simultaneous (i.e., in the same time slot)
multiple cell arrivals, and requires a small buffer; the
latter occurs when the aggregated cell arrival rate,
generated by all active VCs (flows), is temporarily
greater than the link capacity, and may require a
large buffer to be kept below a given limit (which, on
the other hand, may introduce a large delay).
Cell-level Quality of Service (QoS) requirements are
usually specified in terms of cell loss probability (or
rate) and of the probability (or rate) of exceeding a
specified delay bound.
72
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CAC

(cont’d)

Knapsack Models for ATM and IP

In another respect, one may be concerned with cellscale models, based on the multiplexing of many
sources (many-sources asymptotics) and with burstscale models, based on buffering (large buffer
asymptotics). These allow to determine the minimal
bandwidth needed to satisfy given cell-loss (or
packet-loss) requirements.
Assume to be able to determine at least some subset
(which may depend on the scheduling policy) of the
set Λ of all allowable VC-profiles, i.e., of the K-tuples
n=[n1,…,nK], with nk representing the number of
connected class-k VCs, which would satisfy cell-level
requirements when permanently connected.
73
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CAC- Knapsack Models for ATM

(cont’d)

Peak-Rate Admission


Under peak-rate admission, a new class-k VC is
admitted iff
so that the state space (possible VC profiles) is




Cell-level requirements are obviously always satisfied.
Optimal admission policies may be derived over this
set, e.g., in order to maximize link utilization
(r(n)=b.n) or minimize blocking, and either linear
programming or value iteration techniques can be
used to find them.
74
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CAC- Knapsack Models for ATM

(cont’d)

Statistical Multiplexing




Now we allow VC profiles s.t.
However, the admission region S(f) under policy f
must be s.t. S(f) ⊆ Λ, i.e., cell-level requirements are
satisfied.
There are several possibilities. Optimizing over the
set of all allowable VC-profiles (i.e., setting S=Λ)
seems appealing, but Λ may be very difficult, if not
impossible, to determine. As multiplexing across
services with widely different cell-level requirements
or statistical characteristics of the sources yields little
gain in most cases, Service Separation may be a
viable alternative.
75
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CAC- Knapsack Models for ATM and IP flows

(cont’d)

Service Separation



Under Service Separation, statistical multiplexing
takes place among VCs of the same class (service),
but not across different classes, which are assigned
bandwidth partitions, by means of some scheduling
algorithm (e.g., Weighted Round-Robin, GPS, or
other). Each class (service) has a dedicated buffer,
served by the scheduler. IP DiffServ classes are
based on a similar concept.
1

K-1

K

76

38

cnit

cnit

CAC- Knapsack Models for ATM and IP flows

(cont’d)

Service Separation





Let βk (n) be the minimum capacity that is required to
satisfy cell-level QoS requirements for n permanent
class-k VCs multiplexed in a buffer of given capacity
Q. This service-k capacity function depends on a
single type of homogeneous sources, and may be
fairly easier to determine, by analytical models or
simulation, than a similar quantity when multiple
services are involved.
If the k-th service can be assigned an effective
bandwidth
, then the admission
policy could be the same as the peak-rate one, with
substituting bk.
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CAC- Service Separation

(cont’d)

Static Partitions




Let C1,…,CK , with C1+…+CK =C be a partition of the
capacity. Under Service Separation with Static
Partitions, an arriving class-k VC is admitted iff
The maximum number of class-k VCs in the system is
given by
and the class-k blocking probability is given by the
Erlang-B loss formula.
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CAC- Service Separation

(cont’d)

Dynamic Partitions


The scheduling weights are now proportional to β
1(n1),…,βK(n K), so that they are changing, but on a
much longer time scale w.r.t. the cell dynamics. An
arriving class-k VC is admitted iff

The admission region is
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CAC- Service Separation

(cont’d)

Admission Regions
n2
All allowable VCs
Service Separation with Dynamic Partitions
Equivalent Bandwidth
Peak Rate

n1
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CAC- Service Separation

(cont’d)

Admission Regions
n2

Superimposed admission control boundary

n2
n1

Superimposed admission control boundary
(Static Partitions)

n1
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CAC- Service Separation

(cont’d)

Strategy Parametrization






If a functional form of the admission strategies has been fixed (e.g.,
Threshold or Complete Partitioning), in some instances it might be more
practical to determine the optimal parameter set by means of some
mathematical programming procedure. In order to avoid integer
programming, and to possibly use gradient methods, the problem can be
transformed into an equivalent continuous parameter one.
A recent interesting procedure is the one introduced by Gokbayrak and
Cassandras, where at each descent (or ascent) step, the problem is
transformed into an equivalent continuous one and back to discrete, by
always keeping the parameter values feasible (and thus applicable on-line).
Further simplification can be achieved by decomposing the problem
hierarchically, and applying fixed “local” admission policies (based on a part
of the state); the parameters characterizing the latter are chosen by a
central controller, playing the role of a coordinator in the hierarchical
scheme, by minimizing an overall cost function.
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CAC- Service Separation

(cont’d)

A Hierarchical Control Example
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Routing
The issue of routing is a complex one, as it involves modeling
the whole network. There are different approaches in circuitand packet-switched networks.
In multiservice networks, the problem is complicated by the
need to guarantee different QoS levels (QoS-aware routing).
Multicast is another important aspect.
As regards routing at the “flow” or “connection” level of inelastic
flows (as in circuit-switched networks), there is a vast literature
on adaptive and dynamic routing in this setting, which has been
extended to ATM and can be the basis for QoS routing and
bandwidth allocation in an MPLS environment, among others.
Under fixed routing, the network at the connection level is a
Product Form Loss Networks. Blocking probabilities can be
calculated efficiently by suitable approximations.
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Routing




Product Form Loss Networks

(cont’d)

We consider approximations to compute blocking in a PFLN.
Consider a network composed by J links, where link j has
capacity Cj bandwidth units (bu). There are K traffic classes,
where class k has arrival rate λk, average connection duration 1/
µk, bandwidth unit requirement bk, and a route Rk⊆{1,…,J}. A
class k call is admitted only if bk bu’s are availble on each link
along the (predefined) route. Blocked calls are lost. Arrivals are
Poisson and independent, holding times may be general
(invariant property) and are independent. Let ρk=λk/µk,
K={1,…,K},
the set of classes that use
link j, and n=[n1,…,nK]. The state space is
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Product Form Loss Networks

(cont’d)

The set of states where a class-k call is admitted is

As with the stochastic knapsack:
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Product Form Loss Networks

Product Bound



(cont’d)

Suppose to have only single-service calls, i.e., bk=1,
k∈K. Let

be the Erlang loss probability for a system with load
ρ and C bu’s, and let

be the total offered load to link j, irrespective of
blocking on other links. The following bound holds:
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Product Form Loss Networks

Reduced Load Approximation



(cont’d)

From the Product Bound

Replace the ρk’s with ρktk(j), where tk(j) is the probability that at
least one bu is available in each link in Rk-{j}; the approximate
probability Lj that link j is full is given by

By assuming independence of blocking from link to link (which
is a further approximation),
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Product Form Loss Networks

Erlang Fixed Point



(cont’d)

Then, one has a Fixed Point Equation in L1,…,LJ of the form

The class-k blocking probability can then be approximated
(again assuming independence) as

The fixed point equations can be written in compact form as

having defined
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Product Form Loss Networks

Erlang Fixed Point






(cont’d)

Under fixed routing, there exists a unique solution L*
to the fixed point equation.
The solution can be found numerically in a number of
ways, the most straightforward of which is repeated
substitutions

n being the stopping stage. Since, in general, T is not
a contraction mapping, convergence is not
guaranteed, though the iterates can be shown to get
closer and closer to L*.
The resulting approximate probability that a class-k
call is blocked does not exceed the product bound.
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Dynamic Routing

(cont’d)

The previous approximation was developed to compute
blocking probabilities under fixed routing.
A task of network control is to decide dynamically on routing an
incoming flow at “connection” (or Service Level Agreement) setup.
There are a number of techniques developed for telephone
networks and actually applied, starting during the 80’s, which go
under the name of dynamic routing.
They usually attempt to establish a connection on a direct (onehop, either physical or virtual) route between a sourcedestination pair (or edge devices, in the multiservice Internet
terminology), if any, and choose an alternative route that
traverses one or more switches (mostly one, i.e., a two-link
alternative), if the direct path is unavailable.
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Routing Flows

Dynamic Routing

(cont’d)

There are a number of techniques to decide upon the
alternative path, some of which can depend on the state (full or
partial) of the network at the time of decision.
In general, dynamic routing destroys the Product Form Solution,
but useful approximations can still be derived to calculate
blocking probabilities.
Trunk reservation is almost always used, in order to limit
excessive alternative routing during overload and because it has
demonstrated a simple means to avoid network instabilities,
reflected in convergence of the Erlang fixed point equation to
different values.
Truly dynamic routing of data units, based on real-time
decentralized state information (in a team setting) is a
challenging problem, which can be somehow efficiently
addressed by means of neural parametric approximators.
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